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Abstract


Desmet et al claim that controlling for the two confounds of octave spanning and retrograde symmetry, Kuhn and Dienes ‘s (2005) evidence for the learning of musical inversions disappears. On the contrary, we show that with appropriate analyses, the effect of inversion remains after controlling for these confounds. Indeed, we show that people do not learn the octave spanning confound at all, but that people implicitly learn to become sensitive to retrogrades, which is consistent with our previous research. We propose that people can implicitly learn to detect symmetry (including inversions and retrogrades).


Any organism learning about the structure of a sequence needs to learn at least what elements immediately follow other elements; indeed, it is now established that learning chunks is a key part of what people implicitly learn about sequences (see e.g. Pothos, 2007). However, chunking is unlikely to constitute all that we can implicitly learn. Linguists rejected chunking as an explanation of language acquisition long ago (e.g. Chomsky, 1959), and have suggested that a key part of the structure of language is related to recursion and hence symmetry. The grammars above finite state in Chomsky’s hierarchy uniquely produce various symmetries, such as, centre embedding (e.g. “the monkey the man stroked sighed”).  People are sensitive to symmetry in other domains as well (see e.g. R. Reber, Schwarz, & Winkielman, 2004). For example, we like symmetric faces (perhaps for evolutionary reasons to do with mate selection; Grammer & Thornhill, 1994), and we like art works and scientific theories exhibiting symmetry (perhaps for evolutionary reasons to do with favouring simple models; Chater & Vitányi, 2002). Moreover, Perrig and Epstein (2005) found subliminal priming from mirror reflected words, thus suggesting that symmetries can be processed implicitly.  Symmetries are a natural part of movements: To return to where you started by the route you came is to move in a mirror symmetric way to how you got there. To detect a symmetry is to find an invariant: That which is preserved across the different symmetric instantiations. Thus, detecting symmetry is computationally important, and allows for compression, faster encoding and easier storage of information. 
In the light of these considerations, we therefore suggest a theory that seems highly plausible but has to date been almost entirely ignored in the implicit learning literature: Implicit learning involves the acquisition of knowledge of the presence of symmetries as such (especially mirror symmetries) (cf Dienes, Kuhn, Guo & Jones, forthcoming). We believe this claim is novel. The reason we started this line of work was because the structures of inverse and retrograde (investigated in Dienes & Longuet-Higgins, 2004), were non-arbitrary rules -  in fact symmetries corresponding to natural language structures as we stated there - but our emphasis in Dienes and Longuet-Higgins was with serialist music in particular. Dienes and Kuhn (2005) went beyond serialism but did not refer explicitly to symmetries – that paper took for granted that an inverse was a symmetry. And only recently reported work has gone beyond music, investigating symmetries in movement (Dienes et al, forthcoming). Thus, it is understandable that Desmet et al did not appreciate core motivations of Dienes and Kuhn (2005).  Here we make explicit the research programme the Dienes and Kuhn (2005) results should be situated in.

Dienes and Longuet-Higgins (2004) and Kuhn and Dienes (2005) empirically investigated the learning of symmetries in music. Mirror symmetries equivalent to those found in language are commonly found in musical scores: for example, retrogrades (formed by looking at a musical score in a vertical mirror) have the same symmetry as centre embedding; inversions (formed by looking at a musical score in a horizontal mirror) have the same symmetry as, for example, cross-serial dependency in Swiss German, or as in the “respectively” construction (see Dienes et al, forthcoming). Kuhn and Dienes presented evidence consistent with the claim that participants had implicitly learnt to like tunes having an inversion structure, regardless of the chunks of which the tunes were constructed. Desmet et al (this issue) dispute both the rationale for investigating the learning of inverses and the evidence for it in Kuhn and Dienes. 
In terms of rationale, they wished to place the motivation for even making the claim that people can implicitly learn inversions in a degenerating research tradition, i.e. the tradition of postulating the implicit learning of abstract rules in general, only to find the rules in question were not learnt. However, to claim that people can implicitly learn symmetries is to say something more specific than people can learn ‘abstract’ rules. Finding that people do not learn arbitrary rules of unspecified type or complexity is not surprising and certainly does not reduce the plausibility of the claim that people learn to detect abstract rules of a very specific type, namely, symmetries.  As we have just said, the prior reasons for expecting symmetry detection to be important, and the evidence that symmetry detection is important in many domains, makes our proposal that people can implicitly learn to detect certain symmetries an important claim for researchers to pursue. Indeed, while we argue that the data are consistent with people learning to detect specifically inversions, Desmet et al also have to admit the involvement of symmetry detection above and beyond chunk learning in their explanation of our results.


The most crucial part of Desmet et al’s comment is their attempt to re-interpret the evidence for learning inversions. Desmet et al dispute the evidence in two ways. First they criticise the evidence as we presented it on the grounds that one-tailed tests were sometimes involved and the evidence weak; second, they postulated two other structures that people may have learned instead of learning the inversion. We consider both these arguments in turn and show that neither undermines our claim that people can implicitly learn inversions. Indeed, the issues raised in their comment, when considered properly, serve to highlight the robustness of our claim.
Tail areas, effect sizes and evidence

The dispute illustrates a number of statistical points that are valuable to make more generally. To overview, first, Desmet et al dispute our use of one-tailed tests. Our main argument is that when the data for all experiments is considered as a whole the issue of whether one or more experiments is significant only one-tailed is irrelevant: To understand what a body of data as a whole indicates, one must analyse the data as a whole. Analysing each experiment individually in cases where all experiments are relevant, as Desmet et al do,  can increase both Type I  and Type II errors (Hunter & Schmidt, 2004, p 440). Second, Desmet et al regard our evidence as weak. In response we point out that orthodox statistics provide no valid measure of strength of evidence, but likelihood statistics do (see Royall, 1997; Dienes, 2008a for discussion). We use likelihood statistics to indicate how strong our evidence is.
Kuhn and Dienes presented three experiments in which people were exposed to tunes for which the last half of each was an inversion of the first half. In each experiment, the trained but not the control group initially listened to such inversions. In the test phase, both the trained and the control groups rated how much they liked tunes, half of which were inversions. In each experiment the trained group’s preference for the inversions rather than non-inversions was greater than that of the control group. Desmet et al seek to undermine our conclusions by pointing out that the data in experiments 1 and 3 were significant only if one-tailed tests are used, which we acknowledge (we incorrectly reported experiment 1 as two-tailed and correctly reported experiment 3 as one-tailed significant). However, the issue of whether a sub-set of our total data reached two-tailed or only one-tailed significance is irrelevant: For the data as a whole, the trained participants preferred the inversions to the non-inversions,  t(111) = 3.46, p = .001 (two-tailed), dz = 0.33, and the amount of preference for inversions rather than non-inversions was greater for the trained than the control group, t(222) = 3.90, p < .0005 (two-tailed), d = 0.52. Both nulls are rejected whether or not some sub-set of the data is significant only one-tailed, or indeed not significant at all (one can always find sub-sets of a significant data set which are non-significant). 
Experiment 2 was a replication of experiment 1 with different materials constructed by the same method (and a repeated measures design for liking and classification), so can be treated simply as a conceptual replication of experiment 1. Experiment 3 was specifically designed to test whether people could become sensitive to inversions rather than non-inversions when the latter are still inversions according to their up-and-down contour, but violate the inversion with regards to the size of the changes. Thus, it is interesting to know whether experiment 3 is significant on its own in order to conclude whether people were sensitive to more than up-and-down contour. 
Taking experiments 1 and 2 together, the trained people preferred inversions over non-inversions, t(63) = 3.06, p = .003 (two-tailed), dz = 0.38, and preferred inversions rather than non-inversions more than the control group did, t(126) = 3.21, p = .002 (two-tailed), d = 0.57. Thus, based on the data collected before experiment 3 was run, we can statistically accept the hypothesis that exposure caused an increase in liking for inverses relative to non-inverses (with a medium effect size) -  consistent, incidentally, with the direction of change in affect for all previous investigations of the structural mere exposure effect (Gordon & Holyoak, 1983; Manza & Reber, 1997; Manza, Zizak, & Reber, 1998; Newell & Bright, 2001, 2003; Whittlesea & Dorken, 1997; Zizak & Reber, 2004). Experiment 3 involved the same number of training tunes (120) as experiments 1 and 2, constructed in the same way. The only difference was that the test items involved non-inversions that were closer in structure to the inversions. Given that liking for a structure decreases after extended training and with greater stimuli simplicity, neither of which applies in experiment 3 compared to the previous experiments, one can expect liking, if it changes at all, to change in the same direction in experiment 3 as the previous experiments. Given these considerations, if the results had come out in the other direction, one would have suspected a problem with the experiment.
Given one accepts the practical use of one-tailed tests by psychologists at all (and one need not), this case satisfies the conventional criteria for their use (see e.g. Abelson, 1995). In fact, as in the previous experiments, the trained people preferred the inversions over the non-inversions, t(48) = 1.69, p =.049 (one-tailed, as we correctly reported), dz = 0.24, and did so more than the control group, t(94) = 2.23, p = .014 (one-tailed), d = 0.45. Something has been learned by these participants enabling them to distinguish inversions from non-inversions; just what this is we consider below. 

Desmet et al admit that the interaction effects (the greater preference for inversions over non-inversions for trained rather than control participants) were all significant using two-tailed tests. They retort that “these interactions came as much from the controls' greater mean preference for ungrammatical tunes as from the experimentals' [trained participants’] greater preference for grammatical tunes.“ Indeed, across all three experiments, the control participants preferred the non-inversions over the inversions, t(111) = 2.10, p = .038, dz = 0.20
. But the above analyses also show that we can conclude that the trained participants preferred the inversions over the non-inversions (p = .001); the interaction is not due to the joint effect of the control participants having a bias against inversions and the trained participants responding randomly. Training therefore reverses a bias against inversions (almost a medium sized effect) to a bias in favour of inversions (a medium sized effect). We, unlike Desmet et al, consider this reversal of biases a compelling aspect of the evidence indicating learning. Desmet et al, in following R. Reber and Perruchet (2003), do not regard learning as being demonstrated when exposure to a structure to-be-learned changes systematic biases in responding in ways in tune with that structure
.  We follow Dienes and Altmann (2003) in regarding such a change of biases as the very essence of learning.

We must clear up a further misleading aspect of Desmet et al’s treatment of our results before moving on to the alternative structures they suggest that people may have learnt. Desmet et al regard our effect as “tiny”, because in experiment 2, they say, the partial eta squared for the preference of inversions over non-inversions by trained participants was .059. In fact, a partial eta-squared of .059 is an effect size measure that corresponds to a dz of 0.25 or a d of .50. By convention (e.g. Cohen, 1988), these sizes are known as “medium”, not “tiny”, and are a typical size effect investigated by psychologists (that’s why Cohen called them medium). In fact, the dz for experiment 2 is 0.36 for a straight t-test comparing inversions and non-inversions for just the trained subjects (in terms of the same variance explained, this corresponds to a d of 0.72), approaching a large effect size. (dz is the Cohen effect size for a repeated measures design, and d is for a between-participants design. The reason Cohen gave them different labels is that for the same variance explained, 2*dz = d, i.e. their magnitudes have different meanings.)  
Desmet et al say they expect more “robust evidence” than that provided by what are (in fact) medium effects (an argument that confuses effect size with strength of evidence). In fact, our evidence for trained participants liking inversions over non-inversions is very strong. Orthodox statistics do not provide a measure of strength of evidence, but likelihood statistics do (e.g. Royall, 1997; Dienes, 2008a). Over all the data, trained participants liked the inversions more than the non-inversions by 0.17 liking units on a 1 to 9 scale (a liking difference small in absolute magnitude but of medium effect size). The likelihood ratio for this value compared to a value of 0 is 280. A likelihood ratio of 280 is overwhelming evidence for our effect compared to an effect of zero. By convention, a likelihood ratio of 8 is ‘fairly strong evidence’ and 32 ‘strong evidence’ (e.g. Royall, 1997; Dienes, 2008a). In summary, compared to an effect of zero, we provide overwhelming evidence for a numerically small difference in liking which is of medium effect size. About as much as one could hope for.
Octave and retrograde symmetries


Desmet et al discover two consequences that followed from our method of constructing inversions. First, an inversion is more likely to have notes spanning an octave than a non-inversion (we will call this octave spanning). Second, an inversion is more likely to have a small retrograde-type symmetry than a non-inversion (we will call this retrograde symmetry); specifically, it has this type of retrograde symmetry if a tune has intervals A*B in the first half  (where ‘*’ is free to vary) and intervals B*A in the second half (that is, the second half is (in part) the first half backwards).  Desmet et al claimed that in experiments 1 and 2, the inversion was confounded with this octave spanning variable in the test phase.   In Experiment 3 on the other hand, they claimed that this variable was no longer a problem, but instead the inversion was confounded by retrograde symmetry in the test phase.  Note both of these confounds are symmetries – a structure in the first half of the melody is left invariant after a transformation in the second half of the melody: the structures being presence of a C (octave spanning) and ordering of tones (retrograde), respectively.

To overview, our main argument is that to determine what the data in Kuhn and Dienes (2005) as a whole say about learning inverses (taking into account the confounds), one must use the analysis that extracts the most information from the data, the one that maximises power for a given alpha: This is the same core point that we made in the preceding section.  When all data that is relevant to a question are analysed, the evidence indicates that people become sensitive to inverses, as well as retrogrades.

Following one of Desmet et al’s analyses, we will start by using multi-level modelling, the one case where Desmet et al do bring most of the relevant data together. They used multilevel modelling but did not include the control group. Following Desmet et al, participants were treated as random effects and inversion, octave spanning and retrograde symmetry were fixed effects; in addition, we added the interaction of each of those fixed effects with group (control vs. trained). We used the lme4 module in R 2.7 freeware for the analysis (see Wright & London, in press a and b). The analysis found an interaction of inversion and group, χ2 = 4.79,  p = .029,  an interaction of retrograde symmetry and group, χ2 = 5.14,  p = .023, but no interaction of octave spanning and group,  χ2 = .04. The last null finding is a good example of why Dienes and Altmann (2004) argued for the usefulness of untrained controls.  For the control group alone, there was an effect of octave spanning,  χ2 = 13.69, p =  .0002, with tunes spanning an octave being liked more than the remaining tunes by 0.26 liking units. Similarly, for the trained group, the equivalent difference in liking was 0.25 units, χ2 = 11.92, p =  .0006. The feature of a tune spanning an octave influences untrained participants and there is no evidence that training affects this bias at all
. Thus, octave spanning cannot be used to explain acquired sensitivity to inversions: You cannot explain away something people did learn in terms of something they did not. (This point also undermines their criticisms of the modelling in Kuhn and Dienes, 2008).

We now show that conventional ANOVA produces similar results. In order to maximise power, all experiments were analysed together (contrast Desmet et al who asserted null results based on analyses on only sub-sets of relevant data, apart from their multilevel analysis).  As Desmet et al indicated, only one test item out of 36 in each of experiments 1 and 2 had retrograde symmetry and six out of 36 did in experiment 3. Thus it is not possible to cross classify inversion, octave spanning and retrograde symmetry.  Instead, to control for retrograde symmetry, we only considered that large majority of items that did not display retrograde symmetry. Then all tunes were cross-classified in terms of whether they were inversions or not and whether they spanned an octave or not. A 2 X 2 X 2 X 3 (inversion by octave spanning by group by experiment) mixed model ANOVA revealed a significant group by inversion interaction, F(1, 218) = 3.99, p = .047, d= .14,  but no group by octave spanning interaction, F(1, 218) = 0.10, just as for the multi-level analysis. Neither of these effects interacted with experiment.  

Considering the trained participants only, a 2 X 2 (inversion by octave spanning) repeated measures ANOVA indicated a significant effect of inversion, F(1,111) = 5.05, p = .027, dz = 0.21, indicating sensitivity to inversion when both retrograde symmetry and octave spanning have been controlled
. On the face of it, the conclusion licensed by this analysis is different from that of the multilevel analysis that Desmet et al report, in which the effect of inversion became non-significant when both octave spanning and retrograde symmetry were controlled. The latter analysis takes into account variability between items and allows generalisation over both items and participants; the standard ANOVA analysis allows generalisation over participants for the carefully controlled items in question. The multilevel analysis assumes responses to items were independently distributed without sequence effects; the standard by-participants ANOVA makes no such assumptions. Furthermore, individual participants tended to use the full range of the liking scale; if they do this while maintaining consistent differences between groups of items, then items are not independently distributed, item variance suffers from a type of over-dispersion problem, and the standard by-participants ANOVA can be more powerful. In any case, the ANOVA result legitimates the conclusion that participants were sensitive to inversion, and this effect generalises over participants for the same carefully-controlled items (cf  Raajmakers, Schrijnemakers, & Gremmen, 1999, for the argument that it is not necessary to use items as a random effect if  the materials are carefully matched).

Standard ANOVA allows another interesting test: Does controlling for octave spanning significantly reduce the effect of inversion in the data as a whole? The difference in liking between inversions and non-inversions in the last ANOVA analysis (which reflects the difference in liking when octave spanning is controlled) was subtracted from the uncorrected difference in liking between inversions and non-inversions. There was no significant difference, t(111) = .05. That is, there was no evidence that octave spanning accounted for even a part of the inversion effect reported in Kuhn and Dienes (2005).

Now we consider the impact of retrograde symmetry on the interpretation of experiment 3 in particular. Experiment 3 investigated whether people could distinguish inversions from non-inversions that respected the inversion up-and-down contour but went up or down by a wrong amount. The multi-level analysis conducted above indicated trained and untrained participants differed in their sensitivity to retrograde symmetry: There is evidence that people did learn this feature and thus it might explain apparent learning of more than inversion contour in experiment 3. Because only experiment 3 had more than one item showing retrograde symmetry (all such items being grammatical), we performed a standard ANOVA on only the grammatical items of experiment 3. A 2 X 2 (retrograde symmetry by group) ANOVA on liking ratings revealed a significant retrograde symmetry by group interaction, F(1, 94) = 4.31, p = .041, d = 0.43 (medium effect size), consistent with the multi-level analysis. As Desmet et al indicate, for trained participants the difference in liking for items showing retrograde symmetry and those that do not approached significance, p  = .076. Thus, training changed people’s sensitivity to retrograde symmetry in experiment 3. 
What can we conclude about the liking of inversions in experiment 3 once retrogrades are controlled? On the one hand, the inversion effect is now rendered non-significant, as Desmet et al indicate; on the other hand, for the trained participants, there was no significant difference between the inverse effect in experiments 1 and 2 and that in experiment 3, F(1,110) < 1, p  = .34.  For trained participants in experiment 3, the 95% confidence interval for the difference in liking for inversions and non-inversions for the items without retrograde symmetry was [-0.12,  0.21]. Given that in experiments 1 and 2, trained people preferred inversions over inversions by 0.22 units, the data neither rule out nor rule in the hypothesis that the training phase can induce participants to be sensitive to magnitude properties of inversions. In fact the evidence is completely neutral between a liking effect of 0.10 units and an effect of zero units. But in experiment 3 people did learn to detect at least one symmetry in their liking ratings, namely the retrograde.  
In experiment 3, participants gave liking ratings for one block and classified the same items as rule-governed or not in another block. We analysed whether participants in experiment 3 could discriminate retrogrades from non-retrogrades in their classification performance. A hit was defined as endorsing a retrograde and a false alarm as endorsing a non-retrograde - as for liking ratings, we considered only inverses (there were no retrogrades for non-inverses), so this d’ does not depend on the inverse/non-inverse discrimination. The d’ for trained subjects was .01 (SE = .08), which was not significantly different from zero, t < 1, 95% CI  [-.16, +.18]. Further, d’ was not affected by training, F < 1. Both results are consistent with the claim that the increase in sensitivity to retrogrades shown in liking was implicit.
Conclusion


We thank Desmet et al for their comment which helps us to highlight the robustness of our claim that people can implicitly learn to detect symmetries, specifically musical inversions. They also show people can become sensitive to musical retrogrades, further supporting our thesis that implicit learning can go beyond chunks and, specifically, become sensitive to mirror symmetries. Consistently, Dienes and Longuet-Higgins (2004) provided evidence that highly experienced individuals could implicitly learn to detect inversions, retrogrades and inverse retrogrades of some complexity, i.e. acquire knowledge of mirror symmetries (knowledge which was unconscious by subjective measures: Dienes, 2008b).

A few experiments are not sufficient to definitively establish our thesis that people can acquire knowledge of symmetries. As Kuhn and Dienes (2005, 2008) pointed out, it may not have been symmetries as such that our participants became sensitive to. For example, Kuhn and Dienes (2008) showed that two neural networks could learn the long distance relations in our material; but learning to predict that a specific note in one location predicts another specific note in another location is not learning to detect symmetry per se (see Remillard, 2008, for a recent demonstration of learning long-distance dependencies). Further, Perruchet and Rey (2005) and de Vries et al (2008) failed to find learning of recursive structures of phonemes when tested with grammaticality judgments (see also Poletiek, 2002). Only future experiments can establish whether people can implicitly learn to detect symmetry per se. 
We suggest that those domains in which sequence elements have natural opposites are those domains in which mirror symmetries are most likely to be learned. Movements have opposites. The inversion of a sequence of movements is the sequence of their opposites. Indeed, in unpublished work we have had people trace out movements replicating exactly the structure of a sub-set of our musical items and found that by subjective measures people can acquire unconscious knowledge of movement inversions (where there are no octaves nor retrogrades). Working with Guo Xiuyan at East China Normal University, we have found in ongoing work that people can become implicitly sensitive to retrogrades in drum rhythms (see Dienes et al, forthcoming, for both studies). Demonstrating the power of symmetry on learning will provide profound constraints on theories and computational models of implicit learning (Cleeremans & Dienes, 2008).
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� One can get additional information by putting the simple effects the other way round:  With the data for all experiments together, liking for non-inverses was lower for trained than control participants (5.0 vs 5.3), F(1, 218) = 6.94, p = .009, and the liking for inverses did not differ significantly, (5.2 vs 5.2), F < 1. Training plausibly induced boredom or anchored initial liking ratings, decreasing liking ratings for strings without the exposed structure for trained rather than control subjects (as shown by the simple effects here), while simultaneously  inducing a relative preference for inverses over non-inverses (as shown by the simple effects in the text).


� They require purely random responding – if such exists – becoming systematic responding. We agree this is a type of learning; a rat going from purely random choice of left and right to systematically choosing right as a result of reward has learnt. But, in our view, a rat that goes from systematically choosing left to systematically choosing right as a result of reward has also learnt.


� This examples also shows the extra information that an untrained rather than trained control group can bring: Imagine if only a trained control group were run, and they learned to ignore octave spanning.  If the experimental group were compared with just the trained control group, it might appear that the experimental group had actively learned about octave spanning. It is only the untrained control group that shows octave spanning was a pre-existing bias.


� A three-way ANOVA was initially performed with experiment as an additional factor.  Experiment did not interact with inversion, p = .482. Thus, to increase power, experiment was removed from the analysis (Winer, Brown, and Michels, 1991). With experiment in the analysis, the effect of inversion has a two-tailed  p of  .069.





