Three experiments explored the resistance to simulated reverberation of various cues for selective attention. Listeners decided which of two simultaneous target words belonged to an attended rather than to a simultaneous unattended sentence. Attended and unattended sentences were spatially separated using interaural time differences (ITDs) of $0, \pm 45, \pm 91$ or $\pm 181 \mu s$. Experiment 1 used sentences resynthesized on a monotone, with sentence pairs having $F0$ differences of $0, 1, 2$, or $4$ semitones. Listeners’ weak preference for the target word with the same monotonous $F0$ as the attended sentence was eliminated by reverberation. Experiment 1 also showed that listeners’ ability to use ITD differences was seriously impaired by reverberation although some ability remained for the longest ITD tested. In experiment 2 the sentences were spoken with natural prosody, with sentence stress in different places in the attended and unattended sentences. The overall $F0$ of each sentence was shifted by a constant amount on a log scale to bring the $F0$ trajectories of the target words either closer together or further apart. These prosodic manipulations were generally more resistant to reverberation than were the ITD differences. In experiment 3, adding a large difference in vocal-tract size ($\pm 15\%$) to the prosodic cues produced a high level of performance which was very resistant to reverberation. The experiments show that the natural prosody and vocal-tract size differences between talkers that were used retain their efficacy in helping selective attention under conditions of reverberation better than do interaural time differences. © 2000 Acoustical Society of America. [S0001-4966(00)02607-2]

PACS numbers: 43.66.Pn, 43.71.Es [RVS]
natural intonation contours are useful under reverberant conditions for selecting between alternative sound sources. Listeners might, for example, be able to attend more easily to an on-going natural contour than to artificial modulation, and so overcome the degrading effects of reverberation.

The experiments reported here use an established paradigm (Darwin and Hukin, 1999, 2000) to investigate the effects of reverberation on cues to speech source continuity. Subjects choose which of two simultaneous target words are part of an attended sentence rather than part of another simultaneous sentence. The paradigm has the advantage that it allows a rapid investigation of the effectiveness of localization and of prosodic and speaker cues in determining speech source continuity, although it does not measure the real-time allocation of attention. Since the two sentences and the target words remain the same throughout the experiment (apart from the manipulated cues), the intelligibility requirements of the task are minimal.

Our paradigm complements recent work by Assmann (1999b, a) which investigates how $F_0$ and vocal-tract size differences contribute to the overall intelligibility of pairs of sentences. Assmann measures the total number of words recalled irrespective of which of the two sentences a particular word occurred in. Consequently, his work asks how various cues influence the intelligibility of individual words, but does not address the question of how listeners determine which words are part of the attended sentence. Our paradigm ignores the former question, and addresses the latter.

The first two experiments use a simulated room (Peterson, 1986) to explore the effects of reverberation on the usefulness of localization and prosodic cues to selective attention. The third experiment also varies the apparent vocal-tract size of the talker.

I. EXPERIMENT 1

This experiment repeats experiment 1 of Darwin and Hukin (1999) with simulated reverberation. The experiment examines the robustness to simulated reverberation of monotonous $F_0$ differences and interaural time differences as cues for the selection of one of two simultaneous target words.

A. Stimuli

The recordings from the earlier article (Darwin and Hukin, 1999) were used in this experiment. The two sentences “Could you please write the word bird down now” and “You will also hear the sound dog this time” were spoken with a nearly flat intonation contour at around 125 Hz by a native speaker of British English (CJD). A short period of silence was added to the beginning of one sentence so that the two target words (“dog,” “bird”) began at the same time into their respective sound files.

The two sentences were resynthesised on a monotone using a PSOLA algorithm (Moulines and Charpentier, 1990) at fundamental frequencies of 100, 106, 112.3, and 125 Hz, corresponding to approximately 0, 1, 2, and 4 semitones above 100 Hz. This range of $F_0$ differences is sufficient to produce substantial segregation both in speech identification tasks (Brox and Nooteboom, 1982; Scheffers, 1983; Assmann and Summerfield, 1990; Culling and Darwin, 1993; Bird and Darwin, 1998) and in across-frequency integration of interaural time differences (ITDs) (Hill and Darwin, 1996).

In order to maintain the alignment of target word onsets, small adjustments were made to the silent closure interval before the target word in the different $F_0$ conditions. These adjustments compensated for the PSOLA resynthesis round-
ing durations to whole numbers of pitch periods.

This procedure produced sounds for the normal condition, where the F0’s of the target words ‘‘dog’’ and ‘‘bird’’ were the same as the sentence in which they occurred. To produce the swapped condition, these target words were digitally swapped round at stop-closure silences between various combinations of files so that the target word did not have the same F0 as its carrier sentence. The swapped condition allows us to separate spatial and prosodic contributions to attention.

The resynthesised sentences and their targets were then given simulated reverberation using Peterson’s ray-tracing model (Peterson, 1986) previously used by Culling et al. (1994). The model room layout is illustrated in Fig. 2 and is identical to that used by Culling et al. The source was simulated to be 2 m from the head, which was placed in a slightly different position in the room from that used by Culling et al. Positions of the source were chosen to give a direct path-length difference at the two ears corresponding to the ITDs of 0, ±45, ±91, and ±181 μs used in the earlier experiment. The model calculated the waveform at each of the two ears represented as points in free space. Consequently, the model does not represent either interaural intensity differences (IID) arising from head shadow or pinna effects. The model does, however, incorporate intensity differences arising from different path lengths from the source to the two ears, though for a source 2 m away and opposite to one ear the IID is small (≈ 0.7 dB). For convenience, and for ease of comparison of the results with those from our previous experiments, we will refer to the different source positions by their corresponding ITDs. Two absorption coefficients, 0.6 and 0.3, were used to give reverberation times (RT60 is defined as the time for the reverberant energy to drop by 60 dB) of 0.14 and 0.4 s, respectively. Our directly measured reverberation times differ slightly from those reported in Culling et al. (1994).

B. Procedure

The 13 listeners were native speakers of British English aged between 21 and 52 (including the two authors); all had pure-tone thresholds within the normal range at octave frequencies between 125 Hz and 8 kHz. They had all participated in experiment 1 of Darwin and Hukin (1999).

The procedure was identical to that of experiment 1 of Darwin and Hukin (1999) except that listeners were told that they should attend to the sentence ‘‘Could you please write the word X down now,’’ and to press the ‘‘d’’ or ‘‘b’’ key if it included the target word ‘‘dog’’ or ‘‘bird,’’ respectively. One carrier sentence and one target word always had an F0 of 100 Hz, the other carrier sentence and the other target had an F0 that was either the same or 1, 2, or 4 semitones higher. The attended carrier sentence was thus separated from the other sentence by seven different intervals (−4, −2, −1, 0, 1, 2, or 4 semitones).

For the trials on which the ITD was zero, these seven conditions were combined with two conditions in which the target word that had the same F0 as the attended sentence was either ‘‘dog’’ or ‘‘bird’’ giving a total of 14 conditions (two of which are in fact identical, with zero ITD and zero difference in F0).

For the trials on which the ITD was not zero, there were three values of ITD combined with: F0 difference (seven values), whether the target with the same ITD was ‘‘dog’’ or ‘‘bird’’ (two values), whether the attended sentence had a positive or a negative ITD (two values), whether the target word with the same ITD as the carrier sentence also had the same F0 as the carrier sentence or not (normal versus swapped: two values). This combination gives a total of 168 conditions (some identical) which were presented five times each with each listener getting a different pseudo-random order. All these trials were presented in separate blocks of trials at the two reverberation times (0.1 and 0.4 s) in a counter-balanced order across subjects. The sentences when mixed at each headphone (Sennheiser 414) gave an average level of 68 dB SPL through a flat-plate coupler.

C. Results and discussion

Listeners’ preferences for one or the other target word were subjected to analysis of variance with the following factors: ITD (±45, ±91, ±181 μs), F0 difference between the attended carrier sentence and the distractor (ΔF0 = −4, −2, −1, 0, +1, +2, +4 semitones), correct target (‘‘dog,’’ ‘‘bird’’), correct target’s F0 relation to attended carrier (same, different), and side of attended sentence (left, right). The reported significance levels have had the Greenhouse–Geisser correction for sphericity applied using SuperANOVA (Abacus Concepts).

1. Continuity of F0

When the two carrier sentences and target words have the same, zero ITD, the only cue to which target word belongs with the attended carrier is F0. Figure 3 shows the percentage of target words reported that had the same F0 as the attended sentence for both the reverberation conditions of this experiment, and also for the same 13 listeners for experi-
ment 1 of Darwin and Hukin (1999) which used the same stimuli but without reverberation. The data are plotted as a function of the F0 difference between the attended and the carrier sentences.

Overall, the tendency for listeners to report the target with the same, monotonous F0 is rather weak, and is reduced by reverberation $[F(2.24) = 15.8, p < 0.0001]$. The reduction is rather slight for a RT $t_{50}$ of 0.1 s, but performance is at chance for a RT $t_{50}$ of 0.4 s. This result contrasts with Culling et al. (Exp. 3a, 1994), finding that a 0.4-s reverberation time did not reduce the substantial beneficial effect of a 1-semitone difference in F0 on the threshold level for identifying a steady-state vowel in the presence of a vowellike masker. Apart from the very different tasks used in the two experiments, possible factors responsible for the more substantial effect of reverberation time in the present experiment are the use of natural word targets embedded in a sentence context.

The below-chance performance for the two less reverberant conditions at an F0 difference of −1 semitone probably reflects a tendency for listeners to report the target word that has the higher F0 when there is only a small absolute difference in F0 between the two target words. This tendency is, in fact, a general one across the experiment. Figure 4 shows it for the rest of the experimental data (i.e., when there is also an ITD difference between the sentences). At small F0 differences, listeners tend to report the target word that has the higher F0, but at larger differences in F0 they tend to report the target word with the same F0 as the carrier sentence. Neither of these trends is large (maximally about 10%), but the interaction for the data in Fig. 4 is highly significant $[F(6,72) = 40.4, p < 0.0001]$.

The tendency to prefer the higher of two different-pitched sounds has been noted previously. When two sentences are presented simultaneously with a pitch difference of 4 (but not at 1, 2, 6, or 8) semitones between them, the one with the higher F0 is more intelligible (Assmann, 1999a). Similarly, when listeners are asked to match the dominant pitch of two different vowels played simultaneously 2 or 4 semitones apart, listeners make matches which are closer to the higher than the lower pitch; when asked to match both pitches, matches tend to be made first and more accurately to the higher pitch (Assmann and Paschall, 1998). In a musical context, the higher of two polyphonic parts is easier to recognize than the lower (Gregory, 1990). However, extensive experiments on double-vowel recognition have failed to find any consistently better identification of the higher-pitched vowel (McKeown, 1992; de Cheveigné et al., 1997; Paschall and Assmann, 1998). In our data, the preference for the higher-pitched target word weakens as the F0 difference increases from 1 to 4 semitones. This reduced preference for the higher-F0 target is probably due to an increased preference for the target with the same F0 as the attended sentence.

2. Continuity of ITD

When ITD is not zero, the spatial separation of the sentences provides an additional dimension for listeners to choose the target word. In the normal conditions spatial separation and F0 continuity work together whereas in the swapped conditions they are opposed. Since we have already shown that there is only a small tendency for listeners to report the target word with the same F0 as the attended carrier sentence, the data presented in Fig. 5 ignores the normal/swapped distinction. It shows the percentage of reported targets that had the same ITD as the attended sentence for the 13 Ss of experiment 1. The data in the left-hand panel of Fig. 5 are for the same subjects from experiment 1 of Darwin and Hukin (1999); they show that with no reverberation listeners show a strong tendency to report the target word that had the same ITD as the attended sentence. This reduced preference for the higher-F0 target is probably due to an increased preference for the target with the same F0 as the attended sentence.
reverberation is more marked for smaller ITDs \(F(4,48) = 22.5, p < 0.0001\), probably because of ceiling effects for the large ITD conditions. At the smallest ITD, ±45 μs, performance decreases markedly as reverberation time increases from 0 to 0.1 s, whereas for the largest ITD, listeners are still getting about 75% of the targets correct by ITD with a reverberation time of 0.4 s.

The data in Fig. 5 are shown plotted against the absolute difference in F0 between the two sentences; the generally small effects of the direction of F0 difference and of F0 continuity have been dealt with in the previous section. When there is no reverberation, subjects’ ability to report the target with the same ITD as the attended sentence is somewhat lower when the two sentences have the same F0 than when there is a difference in F0. With increased reverberation, the effect of a difference in F0 becomes rather erratic, interacting with reverberation time and ITD \(F(24,288) = 2.3, p < 0.05\).

In summary, this experiment has shown that listeners’ ability to use ITD to follow a particular target sentence is substantially disrupted when reverberation is introduced. In addition, the rather weak tendency to report the target that has the same F0 as the attended sentence, is also reduced by reverberation.

II. EXPERIMENT 2

The purpose of experiment 2 is to compare how resilient to reverberation are ITD and natural prosodic cues. The natural prosodic variation that we use here is more effective at maintaining a listener’s attention than the monotone manipulations used in experiment 1 (Darwin and Hukin, 2000).

Reverberation impairs listeners’ ability to use sinusoidally modulated F0’s to separate simultaneous vowelike sounds more than it impairs their ability to use monotonous F0’s (Culling et al., 1994). Culling et al. attribute this impairment by reverberation to two causes: first, for small modulation depths reverberation blurs the harmonic structure of individual sounds; second, further impairment occurs when the modulation depth is comparable with the F0 separation of the two sounds so the blurred F0’s overlap. On the basis of this analysis we would expect reverberation to have more effect on the ability of listeners to use natural contours which are separated by an overall F0 difference which prevents the F0 of the reverberant sound becoming too close than on those with overlapping F0 contours.

A. Stimuli and procedure

The utterances used were those from experiment 1 of the companion article (Darwin and Hukin, 2000). In brief, two sentences with each of two target words (‘‘Could you please write the word bead/globe down now’’ and ‘‘You’ll also hear the sound bead/globe played here’’) were spoken in two versions, one with the main sentence stress early in the sentence (on ‘‘please’’ or ‘‘also’’), and once with the stress late in the sentence (on ‘‘now’’ or ‘‘here’’). Sentences were paired so that a pair contained both carrier sentences, both target words, and both sentence stress positions. Three different resynthesizes were then made for each sentence pair: original, in which the F0 values were unchanged; together, in which the two sentences, F0 contours were both shifted in order to make the values of F0 during the two target words similar; and apart, in which the two sentences, F0 contours were shifted the opposite way in order to make their values of F0 during the two target words more different. The F0 contours for a representative pair of sentences are shown in Fig. 1 of Darwin and Hukin (2000).

In order to measure the relative strengths of the ITD and prosodic cues, two different conditions were generated from these resynthesized sentence pairs: a normal condition, which retained the sentences as described in the previous paragraph, and a swapped condition in which the target words (with their prosodic attributes) were swapped between the two sentences of a pair. This swapping of target words was done before sentences were given different ITDs. A target word that had the same ITD as the target sentence would thus also have the same prosody in the normal condition, but different prosody in the swapped condition.

The simulated room used in experiment 1 with the same spatial positions and with RT\(_{60}\) = 0.4 s then produced stereo sound files for presentation to listeners using the same procedure as in the previous experiment.

The experiment was taken by the 13 listeners who had taken the equivalent nonreverberant experiment—experiment 1 in the companion article (Darwin and Hukin, 2000). Half of the listeners were instructed to listen to one sentence throughout the experiment, and the others were instructed to listen to the other sentence.

B. Results and discussion

The percentage of targets reported that have the appropriate prosody for the attended sentence are shown in Fig. 6.

For the normal conditions, targets that have the appropriate prosody also have the same ITD as the attended sentence. Since both cues favor the same target word, performance is very high (about 90%) despite the reverberation both for the original condition where the F0 contours are unchanged, and for the apart condition where the F0 contours have been further separated by about 4 semitones. Performance goes down to about 70% in the together condition, where the two target words have very similar F0 contours.
had the same ITD as the unattended sentence. Dashed lines, the target word with the same prosody as the attended sentence also had the same ITD. For those joined by solid lines plot data from conditions where the target word with the same prosody as the attended sentence as a function of the difference in ITD between the two sentences for the 13 Ss of experiment 2. Symbols joined by dashed lines, the target word with the same prosody as the attended sentence had the same ITD as the unattended sentence.

Listeners are here mainly relying on other prosodic differences between the two words such as the level differences described in the companion article.

For the swapped conditions, the spatial cues are placed in opposition to the prosodic cues. As the nominal ITD increases, listeners report more of the targets that have the appropriate spatial cues and correspondingly fewer targets that have the correct prosody. In order to see more clearly the relative effect of reverberation on the two types of cue, Fig. 7 shows the size of the decrease, between the normal and the swapped conditions, in the percentage of reported targets that have the same ITD as the attended sentence. The more effective the prosodic cue, or the less effective ITD, the larger will be this change.

The solid bars of Fig. 7 show data from experiment 1 in the companion article, and their pattern simply shows that the relative effectiveness of the prosodic cues is increased by separating the F0 contours, and decreased by the larger ITD, as one would expect. The effect of reverberation (hatched bars) on this pattern is generally to favor the prosodic cues indicating that 0.4-s reverberation weakens the spatial cue more than it does the prosodic ones. That the F0 component of the prosody maintains its effectiveness compared with the spatial cue is shown by the fact that the hatched bars in Fig. 7 remain above the solid bars in the original and apart F0 conditions.

III. EXPERIMENT 3

The final experiment examines the effect of reverberation on listeners’ ability to attend to a sentence which is spoken by a different apparent vocal-tract size from the unattended sentence. The experiment takes the original prosody conditions from experiment 2 and introduces a ±15% difference in spectral envelope between the attended and unattended sentences and also between the two target words.

A. Stimuli and procedure

The original sentences from experiment 2 were modified to produce two apparently different talkers by altering the spectral envelope without changing the F0 or duration. Sentences were resynthesised using PSOLA using a method described in detail in Darwin and Hukin (2000). Briefly sentences were globally reduced in duration and raised in F0 by 15%, resampled at 15% higher sampling frequency, and then played back at the original sample rate. This manipulation produced sentences that had the same durations and F0’s as the originals, but which had the spectral envelope lowered by 15% (effectively increasing the apparent vocal-tract size). Shorter vocal-tract voiced sentences were produced using opposite manipulations. A large difference in vocal-tract length was used since earlier work (Darwin and Hukin, 2000) had shown that such large differences were necessary to influence attention substantially. The vocal-tract was both lengthened and shortened by 15% (rather than being merely shortened by 30%) in order to maintain speech quality.

The sentences were paired as in experiment 2 with the additional constraint that each pair contained one long vocal-tract sentence and one short vocal-tract sentence. Target words could be swapped between the sentences of a pair before the sentences were allocated an ITD. In the swapped condition, the target word had the same ITD as the attended sentence, but the vocal-tract size and prosody of the unattended sentence.

Reverberation was added to the sentences in each pair using the same simulated room used in experiments 1 and 2, the same spatial positioning and with RT_{60}=0.4 s. The resultant stereo sound files were presented to the listeners using an identical procedure to the previous two experiments. Half of the listeners were instructed to listen to one sentence throughout the experiment, and the others were instructed to listen to the other sentence.

Of the 11 listeners who took the experiment, 8 had already taken part in the corresponding experiment in the com-
The weak preference of listeners for the target word with the same monotonous F0 as the attended sentence was eliminated by reverberation (experiment 1).

(ii) Listeners’ ability to use ITD differences was seriously impaired by reverberation (experiment 1), although some ability remained for the longest ITD tested.

(iii) The prosodic manipulations (including F0 differences) used in experiment 2 were generally more resistant to reverberation than were the ITD differences.

(iv) Adding a difference in vocal-tract size to the prosodic cues produced a high level of performance which was very resistant to reverberation (experiment 3).

This paper has explored the effect of reverberation on one aspect of auditory attention: the ability of listeners to maintain attention to a particular sound source across time. We have used a paradigm that has minimal intelligibility requirements since listeners are always presented with the same two target words. The paradigm also minimizes local cues to sound-source continuity by presenting the two target words simultaneously and with silence (from stop closure) before and after. Although it might be argued that this latter constraint is somewhat artificial, it perhaps reflects the practicalities of attempting to assign to the appropriate sources, speech which is intermittently masked by other talkers.

The two main results of the paper are, first, that reverberation reduces the effectiveness of ITD as an attentional cue, and, second, that natural prosodic cues and large vocal-tract size differences between talkers provide additional cues that are generally more resistant to the effects of reverberation than is ITD.

Our previous work had shown that, in the absence of talker and F0 differences, listeners could use small differences in ITD to follow a particular sound source. The effectiveness of this cue (with monotone speech), however, is seriously reduced by reverberation despite the dynamic nature of the sentences and target sounds. Reverberation alters both the intensity and the phase of individual harmonics and also reduces their depth of amplitude modulation and so will make both the carrier sentence and the target harder to localize. Since the detrimental effect of reverberation persists even when there is a 4-semitone difference in F0 between sentences, it is unlikely that interference between the individual components of the two sentences is necessary for reverberation to have its effect.

Natural prosodic cues, although not particularly strong (at least in these experiments) in the absence of reverberation, are more resistant to reverberation than are the spatial cues used here. Both F0 differences and other prosodic cues (probably mainly amplitude differences) help listeners to select the appropriate target word, and their influence becomes relatively stronger than the spatial cue with increased reverberation. A large difference in vocal-tract size provides a more powerful continuity cue, and this too is very resistant to reverberation.

Although the paradigm used here allows sophisticated...
stimulus manipulations to be made easily with natural stimuli, it does not allow us to determine to what extent the cues we are investigating are having their effect in real time, and to what extent they are (merely) influencing a listener’s choice some time after the event. It is possible that spatial cues could be exploited more easily than prosody or vocal-tract size for directing of attention (Spence and Driver, 1994). If this were the case, then a task such as shadowing that is more sensitive to the real-time allocation of attention might be substantially disrupted by the erosion of spatial cues by reverberation even though prosodic and vocal-tract cues were also present.

ACKNOWLEDGMENTS

This research was supported by Grant No. G9801285 from the UK MRC to the first author. We are grateful to John Culling for help with the software implementation of the reverberation. Peter Assmann and Alain de Cheveigne made a number of helpful suggestions for improving the paper.


